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Identifying protein functions

The Protein Universe Project (PUP) is a inter-laboratory
collaborative effort to collect all known protein sequences
into a large system that will allow use of big-data
analytical methods to enable novel protein function and
novel pathway discovery, study of protein and protein
family evolution on scales not previously attempted.
The main effort centers around precomputation of an allby-all protein similarity matrix which can be rapidly
queried at high data rates in order to embed similarity
matches in higher-order queries.

~108

Protein functions are determined by:
Laboratory experiment: the only way to be sure,
but this is very difficult, time consuming and laborintensive. Unambiguously establishing the
function of one or a few proteins can take weeks,
months or years in some cases. This
methodology cannot keep pace with current
incoming protein data
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Sequence similarity with proteins whose functions have already
been established. Search algorithms can find best matches to a
given sequence in the large databases in minutes. However,
due to gene duplications and divergent evolution, its possible for
similar sequences to have evolved different functions,
complicating this more rapid method.
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Protein Sequence Data Growth
The amount of DNA and
protein sequence in
large reference
databases has grown
exponetially in time, at
rates comparible to
Moore’s Law
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In prokaryote (microbes), genes working in concert in metabolic
pathways are often found in contiguous genomic positions. If
many of the genes functions in a pathway are established,
functional roles can be inferred for proteins by their genomic
position near or within gene families.

The Protein Universe is largely unexplored
Current comprehensive protein sequence databases contain
~108 sequences. These are highly biased toward organisms
of biological and medical interest, as well as toward species
which can be easily cultivated, estimated to be only ~1% of
all species.
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In Org 1, function of X can be informed by
proximity to proteins A-D of known function.

This latter analysis hinges on protein sequence similarity
comparisons, which are the major computational bottleneck. The
current state of the art comparison program is Diamond 1, which
computes sequence-sequence similarity scores in large batches.

Estimates of number of natural species (mostly prokaryotic)
range up to 109, (possibly 1030 individual organisms).

However, this necessitates precomputing and storing pairwise
protein similarities

Unknown Function

Known Function

Of known protein sequences,
almost half have functions
which are still unknown.
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Pairwise sequence similarities are
represented by numerical scores in a
matrix. Initially populated with
existing protein databases, it will be
augmented with hypothetical protein
sequences from the many and
rapidly growing collection of
metagenomes.

This matrix, with O( log(t) ) or better query response - will be an
absolute gold mine for biological big-data analysis.
Comprehensive guilt-by-association searches for all proteins of
unknown function which co-locate or co-occur with proteins of known
function will replace current protein-by-protein searches.
Preliminary investigaions of co-occurrence by protein family in isolated
genomes reveals a space rich in complex clusters.

Rapid similarity queries will enable mapping of known protein-protein
interaction (PPI) across large numbers of genomes for which this
information has not yet been collected, enabling investigation of
metabolic differences between different groups of organisms.

That hypothesis is reinforced by finding
similar associations across different
organisms.
(Primes denote similar sequences)

Recently metagenomes - DNA extracted directly from raw
environmental samples (soils, water, biomes, etc.) - have
begun yielding large amounts of more unbiased samples of
natural protein sequences.

Currently it’s estimated that there may be as many as 1013
existent protein sequences.
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All-by-All Similarity Matrix
The Protein Universe Project intends to pre-compute similarity
scores between every pair of known proteins, and store them in a
rapid retrievable system. This is daunting since the existent 108
protein sequences would produce 1016 similarity scores. Even if
the matrix is sparse to within 10-3, this easily amounts to many
petabyte or even exabyte storage requirements.

The PUP collaboration is investigating Big Table systems for
implementing this matrix and query system, including
Accumulo, SciDB, possibly Hbase or Spark.
The sparseness of the matrix is currently unknown and may
not allow full storage. The BNL team is investigating k-mer
based compression and clustering methods if the full matrix
implementation proves impossible.

